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Abstract Security is increasingly widespread in many

embedded devices. As technology scales, fault attacks

are seen as becoming more relevant to many embed-

ded devices, revealing secrets utilized within the silicon.

Despite numerous publications in fault injection, laser

fault injection methodologies remain diverse with lim-

ited details on equipment and setups. A new laser fault

injection methodology is proposed which combines qui-

escent photon emissions with backside dynamic laser

pulse profiling in time and space. Empirical results il-

lustrate the impact of the laser on multiple-instruction

fault injections, and controlled instruction replacement

faults. Unlike previous research, quiescent photon emis-

sions combined with laser fault injection provides fine

tuning of faulty instructions in addition to reverse engi-

neering within each clock cycle. This research is critical
for understanding how to design more secure and trust-

worthy hardware, including countermeasures to thwart

attacks.
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1 Introduction

Internet of things (IoT) is becoming more integrated

in our daily life with the increasing number of embed-

ded electronic devices interacting together. These elec-

tronic devices are often controlled by a micro-controller

unit (MCU). As an example, it is estimated that today’s

well-equipped automobile uses more than 50 MCUs [1].

Some MCUs contain cryptographic co-processors to en-

hance the security of the exchanged and stored data

with a common belief that the data is secured and safe.
However many MCUs have been shown to be vulnera-

ble to Fault Injection (FI) attacks. These attacks can

reveal shared secrets, firmware, and other confidential

information. In addition, this extracted information ob-

tained by attacks can lead to identification of new vul-

nerabilities which may scale to attacks on many devices.

In general, FI on MCUs corrupt data or corrupt instruc-

tions. Although it is assumed that only authorized per-

sonnel with access to cryptographic secrets will gain ac-

cess to confidential information in MCUs, attackers in

specialized labs nowadays may have access to high-tech

equipment which could be used to attack these MCUs.

Laser Fault Injection (LFI) is gaining more of a rep-

utation for its ability to inject local faults rather than

global ones due to its precision, thus providing a greater

risk of breaking security in many devices. Countermea-

sures for FI attacks cannot be developed without a

complete understanding of the FI impact on the MCU.

For example countermeasures were suggested for single-

bit data corruption, although FI has also demonstrated
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multi-bit corruptions [2]. In addition, instruction skip-

ping countermeasures were also developed, such as du-

plication in [3], although research also shows evidence

of instruction replacement faults [4].

Although publications have generally discussed the

topic of security of MCUs, attack techniques are diverse

and published LFI work provides few and superficial

details about the used experimental setup and method-

ology. This paper contributes to state of the art LFI

by:

– providing a detailed LFI experimental setup and

methodology [5].

– presenting a combined quiescent photo-emission mi-

croscopy (PEM) and LFI methodology to provide

exact laser positioning and laser pulse timing for

controlled fault injections.

– providing a new attack on the advanced encryption

standard (AES) revealing the secret key after only

one short laser pulse.

2 Previous research

LFI was introduced in 2002 by S. Skorobogatov and R.

Anderson [6]. Several publications [7–10] confirmed the

local and temporal precision of LFI.

Breier et al. [11] discussed the use of the laser pulse

(glitch) to skip an arbitrary number of instructions exe-

cuting on a 0.35µm ATmega328P. The laser beam was

injected on the backside of the die at a single loca-

tion found from scanning the entire die region (without

die imaging). For example their attack on AES used

one very long single laser pulse of 3µsec to skip the
whole last round key addition for the 16-bytes. Scan-

ning electron microscope (SEM) imaging was combined

with LFI in [12], to reduce the complexity of finding

laser targets or flipflops on a 25MHz 90nm AES chip.

Attacks using LFI on processors have also been em-

pirically demonstrated however the target was data in

the RAM blocks in the PIC16F84 and ATmega [13], or

in the flipflops [10, 12]. Other LFI research such as [4]

attacked the ChaCHa20 cipher executing on the AT-

mega328p. The fault injection attacks largely skipped

instructions, with the exception of one attack which

replaced addition instructions with subtraction instruc-

tions as mentioned in [4]. Other researchers have demon-

strated an attack on the secure boot using static LFI [14].

This attack utilized a Quadcore A9 running at 1.4GHz

and focused on using very long pulse widths and large

spot size to flip bits in configuration registers. Roscian

et al. [15] simulated the effect of the laser pulse on

the device under attack (DUA). LFI attack of a phys-

ical unclonable function was aided by PEM, Focused

Ion Beam (FIB) and Laser scanning microscope im-

ages to identify the location of the ring-oscillators and

inverter chains on a complex programmable logic de-

vice [2]. However, the attack focused on changing the

configuration bits in the lookup tables and utilized ex-

tremely expensive PHEMOS1000 equipment. In [3], the

authors proposed a software countermeasure based on a

fault model in which the attacker is able to skip a single

assembly instruction. The single assembly instruction

skip fault model has been observed on several archi-

tectures. Limited research has examined the analysis of

dynamic LFI on processors utilizing quiescent photon

emissions. In addition, there is limited analysis of the

impact of laser parameter variations in time and space

including pulse width and intensity variation effects on

instruction fetches.

3 Experimental setup and methodology

The LFI, PEM, DUA sample preparation, laser pulse

characterization and induced switching current setups
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Optical

PDM+ PDM+ HP PDM4+ PDM4+ HP
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Model 9103 9104

Maximum Voltage 0 - 42 V 0 - 84 V

Maximum Current 0 - 20 A 0 - 10 A

Full-Featured DC Power Supplies to 
Meet Your High Power Needs

Multi-range power supply models 9103 and 9104 
can replace several power supplies on your bench 
by offering extended operating areas.  Unlike 
conventional supplies with fixed output ratings, 
these power supplies automatically recalculate 
voltage and current limits for each setting, 
providing 320 W output power in any voltage/
current setting within the supply’s rated voltage 
and current limits.

This family of switching mode power supplies 
feature  a small form factor, auto cross-over for 
constant voltage (CV) and constant current (CC) 

operation, 3 voltage/current presets for frequent-
ly-used settings and transient operation, and 
versatile remote control modes. The dual action 
push button allows the user to set both coarse 
and fine voltage and current levels quickly and 
precisely. A remote sensing terminal compensates 
for voltage drop across load leads.

These features make the 9103 and 9104 suitable 
for a wide range of applications requiring high 
current including production testing, 
telecommunications, R&D, service, and university 
labs.

Features and Benefits
■ Automatic CV/CC crossover operation

■ Lightweight and compact

■ Save up to 3 user-defined voltage and current

presets for quick recall

■ Transient mode for generating square,

triangular or trapezium waveforms

■ PC software for remote control and external

timed programming

■ Analog remote control function

■ USB interface

■ Output on-off switch and control panel lock

button for safer operation

■ Overvoltage and overcurrent protection

Model 9103 / 9104 
output characteristics

Current

Voltage

84V

42V

32V

16V

3.8A 7.6A 10A 20A

9103
9104

320 W Maximum
Power Curve

0

Traditional power supplies with rectangular 
output characteristics are only able to deliver 
maximum output power at one voltage/current 
point. The 9103 and 9104 provide greater 
flexibility over traditional power supplies by 
extending the operating areas. For example, the 
9103 can operate at 42V / 7.6 A, 16 V / 20 A, or 
any other point on the maximum power curve.PICKit3
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VMU-V VMU-H VMU-L4B

*Objectives shown mounted on tubes are optional.

> Small, lightweight microscope unit designed for a camera observation system
Suitable for observing a wide range of objects: metal, resin, printed surfaces, minute mechanisms, etc.

> Compatible with YAG lasers (1064nm, 532nm, 355nm and 266nm)
Suitable for cutting, trimming, repair and marking of IC wiring (Au, Al), removing and processing thin-fi lm (insulating fi lm) and repair of color fi lters (defects
repair).

> Compatible with infrared optical system
Available for internal observation of IC packages and spectral characteristics analysis using an infrared source and camera.

> Standard of telecentric refl ective illumination system with aperture diaphragm
This is the best illumination system for image processing applications (e.g. dimension measurement, form inspection and positioning) which require even
lighting.

> Extending the VMU series with high rigidity/performance VMU-LB and VMU-L4B models.
> Available for dual-camera (high & low magnifi cation) observation (VMU-LB and VMU-L4B).

Features

Model No. VMU-V VMU-H VMU-LB VMU-L4B
Order No. 378-505 378-506 378-513 378-514
Camera mounting orientation Vertical Horizontal Vertical (rotatable) Vertical (rotatable)
Observation BF, erect image BF, inverted image BF, erect image

Optical 
tube

Camera 
port

Optical features Magnifi cation: 1X; Wavelength (λ): visible radiation
Mount C-mount (centering and parfocal adjustment) C-mount with centering and parfocal adjustment and green fi lter switch

Tube lens (correction range) 1X (visible - NIR) 1X (NUV - visible - NIR) 1X (UV - visible - NIR)

Laser port

Optical features — Magnifi cation: 1X
λ:  355/532/1064µm

Magnifi cation: 1X
λ:  226/355/532/1064µm

Mount — With parfocal adjustment
Suitable YAG 
laser type*2 — Fundamental, second and third-

harmonic mode
Fundamental and second, third 

and fourth-harmonic mode

Polarizer*1 Available for observation Available for observation and laser 
applications

Available for observation and laser 
applications

Suitable objective
(optional)

For observation M Plan Apo/HR/SL, G Plan Apo

For laser cutting — M/LCD Plan Apo NIR,
M/LCD Plan Apo NUV

M/LCD Plan Apo NIR,
M/LCD Plan Apo NUV,

M Plan UV
Suitable camera 2/3” or smaller C-mount compatible type
Optical system illumination Telecentric refl ective with aperture diaphragm
Fiber-optic illuminator (optional) 12V/100W (378-700D), 12V/150W (178-316D)
Mass (Dimensions: Refer to page 27.) 650g 750g 1270g 1300g

*1: M Plan Apo 1X objective should be used together with the polarizer (378-710 or 378-715).
*2: When mounting a laser, ensure all safety precautions are observed and be aware of laser output power, beam energy density and the unit's weight.  Please consult Mitutoyo if in doubt.

Specifi cations

VMU-LB

Fig. 1 Experiment setup showing connections between PC
and other devices such as XY-stage, RIGOL 5102, power sup-
ply, PDM laser, VMU, camera, photo-detector and oscillo-
scope in order to attack the DUA.
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will be described in this section. The nominal operat-

ing conditions for running different experiments are as

follows unless otherwise mentioned within a certain ex-

periment. The DUA is PIC16F687 [16] (likely 180nm or

130nm technology node as analysed in [17]) connected

to a 5V supply voltage and running at 20MHz using an

external clock supplied by a waveform generator. The

laser source has a maximum peak current of 4000mA of

which a certain percentage is used to change the ampli-

tude of the tailored laser pulse according to the attacker

desired value.

3.1 LFI setup

The laser is mainly composed of AlphaNov PDM+ laser

module which is a 3W fundamental mode 1064nm laser

beam using two channels (each channel delivers approx-

imately 1.5W). We are only using a single channel as it

was sufficient to inject faults successfully. AlphaNov’s

PDM+ laser module is controlled via a script using a

dynamic loaded library (DLL) provided by AlphaNov.

The laser bench design utilized an optical work-

bench with laser enclosure, AlphaNov PDM+ laser mod-

ule, motorized XY-stage, Mitutoyo video microscope

unit (VMU) and a 5X objective. The laser enclosure

has a glass window of optical density that protects the

human eye from the 1064nm wavelength of the laser

and allows looking at the laser while in operation al-

though safety goggles are also worn while aligning the

laser and during operation. The laser bench is Class

1 laser (which means that laser is safe under all con-

ditions of normal use as specified by the IEC 60825-1

standard); hence when the enclosure is opened, an in-

terlock mechanism turns the laser off. The laser source

is connected to the Mitutoyo VMU using a fiber optic

cable.

A Mitutoyo VMU is used to hold the 5X M Plan

Apo NIR objective which allows the laser beam to be fo-

cused. The VMU is attached to a Z-Column that allows

manual movement of the VMU in the vertical direction.

A motorized XY-stage, with a precision of 0.1µm, is at-

tached to the Z-Column. The movement of the motor-

ized XY-stage is controlled through M-code commands.

The motorized stage is used to adjust the position of the

DUA under the VMU. The VMU has one laser mount

and one C-mount for the camera. The laser beam is

injected through the VMU and is viewed on a laptop

screen which is connected to the camera. Two cam-

eras were utilized at different times, a charge-coupled

device (CCD) Near Infrared (NIR) camera, Allied Vi-

sion Manta G-145B NIR, for frontside/backside imag-

ing and a short-wave Infrared (SWIR) camera, Xeva-

1.7-320 TE3, for PEM backside imaging.

As the beam passes through a choice of Mitutoyo

lenses, it gets reduced by the lens’ zoom factor and loses

a big part of its energy. Since the 1064nm laser is not

visible, we had to use a high power IR sensor card. The

card we used has minimum detectable power of 1 mJ
cm2

and a damage threshold of 10 mJ
cm2 when it is exposed to

a 1064nm pulsed laser. The transmission efficiency for

the VMU for the 1064nm is ∼ 54% which was measured

using a S146C power meter.

Several experiments were conducted to measure var-

ious parameters controlling the timing and the energy

of the laser pulse. A DET10A avalanche photodiode

(APD) was used to capture a ∼ 4% reflection of the

laser beam. A microscope slide was used to reflect the

∼ 4% of laser beam out of the normal laser beam’s

path towards the photo-detector. The photo-detector

was connected to a TDS7254 oscilloscope for various

measurements such as the laser pulse amplitude, laser

pulse width, delay between triggering the laser and laser

pulse generation, etc. Both the fiber optic cable coming

from the PDM+ laser source and the photo-detector

are connected to a cage that contains a 45° tilted mi-

croscope slide as shown in Figure 1.

In contrast to the straight-forward imaging for a

frontside decapsulated DUA (by just placing the DUA

under the microscope and using the NIR camera), the

backside imaging needs special IR illumination to make

the silicon substrate transparent with respect to the

SWIR or NIR cameras. An IR ring was designed to

hold four MT51060-IR light-emitting diodes (LEDs) of

a 1060nm peak emission wavelength to provide backside

imaging. Figure 2 shows the 3D printed IR ring with

the 8 holes to hold the LEDs. The LED ring is attached

to the objective with the LEDs pointing towards the

DUA.

A programmable power supply, BK PRECISION

9103, is used to control the power supplied to the DUA

(power ON/OFF, over-voltage) which is mounted on

a development board while running different experi-

ments. Also, an arbitrary waveform generator, RIGOL

5102, is used to supply the DUA with the external clock

needed to operate at a certain desired frequency or in-

ject an arbitrary number of clock cycles. All the connec-

tions between the PC and other devices are through a

USB connection except the NIR is via a LAN. A master

Python script was used to control the equipment (eras-

ing, programming and dumping the DUA’s memory,

move XY-stage, control power supply, arbitrary wave-

form generator, capture images using the NIR camera,

capture wave-forms using TDS7254 and send them to

the PC) and automate running different experiments.
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Fig. 3 PIC16F687 backside view captured using the 5X Mi-
tutoyo lens and the NIR camera with different structures
identified such as SRAM, Flash, EEPROM and configuration
bits.

3.2 PEM setup

The PEM analysis of the DUA was investigated us-

ing the setup introduced in [17]. The main different

components were an Olympus microscope (instead of

the VMU) with a manual XYZ-stage, a Xeva-1.7-320

TE3 SWIR camera, 10X objective (LMPLN10XIR) and

a halogen lamp for illumination. The Olympus micro-

scope has a single camera port, which is optimized for

IR wavelengths, achieving a transmission efficiency up

to ∼ 80%. This is considered a low cost setup used for

PEM [17].

3.3 Sample preparation

Before trying to inject faults in a sample DUA us-

ing LFI, the sample has to be prepared first through

frontside/backside decapsulation depending on the de-

sired method of attack and the available resources. Ac-

cording to the reviewed literature, the 1064nm laser is

suitable to attack from the backside since the silicon is

nearly transparent to that wavelength. So in our exper-

iments the DUA was backside decapped mechanically

using a low cost desktop CNC machine, Nomad 883

Pro, to remove first the epoxy then the copper shield

and finally a glue layer before the silicon of the die is

Fig. 4 Cross-sectional view of the substrate thickness cap-
tured using SEM.

Fig. 5 Active layer thickness is the top part of the die and
represents only ∼ 2% of the whole die thickness.

exposed. The glue (probably a thermal paste to pro-

vide better heat conduction between silicon and cop-

per) could be removed using a plastic scrapper to avoid

damaging the silicon. The final step is silicon polish-

ing using a wool felt tool so that the silicon surface

is shiny and provides appropriate optical roughness for

the 1064nm wavelength. Substrate thinning (100’s µm)

may be required before polishing (10’s µm) but was

not needed in our case. Enough photons were captured

in the pre-descibed PEM experimental setup without

any thinning. Figure 3 shows the backside of the DUA

with some structures being identified. To measure the

substrate thickness, a Hitachi S-3000N SEM was used.

Figure 4 and 5 show the thickness of the die and the ac-

tive layer respectively. The measurements acquired us-

ing the SEM were beneficial to the sample preparation

process to know how much thinning and/or polishing of

the DUA could be tolerated without inflicting damage

to the active layer and hence to the functionality.
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Fig. 6 Clock-to-instruction cycle delay with the DUA run-
ning @ 20MHz where the instruction frequency is 5MHz
(fosc

4
).

Fig. 7 Induced current due to laser pulse (green), 200ns at
50% peak current, where the H field probe is connected to
CH3; and CH4 is connected to APD.

3.4 Laser pulse measurements and characterization

Some experiments needed to be performed in order to

tailor the energy of the laser pulse (width and ampli-

tude) as well as the timing of the laser pulse so that it

hits the DUA in the appropriate clock cycle to induce

a current that successfully injects a fault. The delay

between the external clock and the instruction clock is

depicted in Figure 6. Figure 8 shows the delay between

the instruction that triggers the laser and the appear-

ance of the laser pulse from the APD output.

Fig. 8 Instruction cycle to laser pulse (green) delay with the
DUA running @ 20MHz where the instruction frequency is
5MHz (fosc

4
).

Fig. 9 Switching current due to triggering of the MCU where
the H field probe is connected to CH3; and CH4 is connected
to trigger I/O pin (green).

3.5 Induced and switching currents

A Rohde & Schwarz RS H 2.5-2 H field probe, con-

nected to the oscilloscope, was placed on the VDD pin

of the DUA (shown in Figure 10) to analyze the effect

of the laser pulse on the current drawn by the DUA.

Figure 7 shows that there is a peak in the drawn cur-

rent representing the induced current as a result of the

injected laser pulse. On the other hand, Figure 9 shows

the expected switching-current due to an I/O pin tog-

gle.
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Fig. 10 Rohde & Schwarz RS H 2.5-2 H field probe [18]
placed on the VDD pin, as shown on the right hand side.

Fig. 11 Laser beam spot target location captured using the
NIR camera at 1.5% peak current near the Ireg.

4 Results

LFI experiments focused on the output from the flash

memory, programming of configuration bits and attack-

ing AES-128. The output of the flash will be referred

to as the Ireg.

Navigating the correct area to attack to achieve a

successful intended attack could be a real challenge so

the ability to identify different structures from the back-

side of the a decapsulated chip was very beneficial in

reducing the time needed to find the sweet spot for

a specific attack. For example, while sweeping across

the DUA, some areas did not introduce any noticeable

faulty behavior letting the chip run normally whereas

other areas halted the chip when the laser pulse energy

was increased.

Different types of attacks were performed on the

DUA and will be explained in the following subsections.

All the performed attacks proved to be repeatable un-

der the same operating conditions. All the attacks tar-

geted the laser beam spot at the location depicted in

Table 1 Effect of the laser source peak current on the num-
ber of skipped instructions for a 200ns laser pulse width.

Number of
skipped instructions

Percentage of peak current
(%)

Description of
the instructions

2 33
addlw 0x01
addlw 0x01

4 36.25

addlw 0x01
addlw 0x01
addlw 0x01
addlw 0x01

1 31.25 andlw 0xFE
1 31.875 incf 0x20,f

2 33.75
incf 0x20,f
incf 0x20,f

1 33.75 goto $

Figure 11 unless otherwise mentioned in a certain ex-

periment.

4.1 Instruction skip attack

In this attack, an arbitrary number of instructions were

skipped depending on a tailored laser pulse whose laser

peak current and laser pulse width were varied. The

area of interest in this type of attack was the 14-bit

flash read sensors as shown in Figure 3. The key concept

here is to find the exact laser pulse energy (peak cur-

rent and pulse width) needed to skip an arbitrary num-

ber of instructions without introducing any other faults

to the executed instructions. This resembles replacing

those skipped instructions with no operations (NOPs)

instructions. Examples of the skipped instructions are

shown in Table 1.

The assembly program that was written to test the

instruction skipping started by filling 96 bytes of the

general purpose registers in the SRAM of the DUA with

a certain known value (0xAA for example). It then per-

forms some operations whose results are stored to cho-

sen addresses. The stored result(s) should change if a

fault is successfully injected. For example, the laser pa-

rameters required to skip one or more of the four succes-

sive instructions, addlw 0x01 that increments the value

of the working register (Wreg) [19], are shown in Ta-

ble 1 to get a total count less than four. The laser spot

was targeted towards the location shown in Figure 11.

4.2 Instruction replacement attack

This attack is the generic form of the instruction skip

attack where one or more of the executed instructions

can be replaced by another instruction including the

NOP. We focus on providing examples of replaced in-

structions other than the NOP (since replacing the in-

structions with NOP was illustrated in subsection 4.1).

It should be noted that when a laser pulse with suffi-

cient energy is applied to a certain viable target area

of the DUA, a certain number of instructions could be
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Fig. 12 Laser beam spot target location captured using the
NIR camera for a (50ns, 34.625% peak current) near the Ireg
to alter the immediate value in addlw 0x01.

skipped. However if the laser pulse energy is a little bit

more or a little bit less than the sufficient energy to skip

a whole (integer) number of instructions, the last in-

struction to be faulted is replaced by a faulty non-NOP

instruction. The faulty instruction value appears to be

dependent on the energy of the injected laser pulse, tar-

get area location and the hamming weight of the orig-

inal 14-bit instruction which was supposed to be exe-

cuted if there was no LFI. A simple example of instruc-

tion replacement is altering the immediate value being

added to the Wreg [19] (i.e. adding 0x02 to the Wreg

instead of 0x01 by replacing addlw 0x01 with addlw

0x02). For example, due to the PEM results detailed in

section 4.5 the immediate in the addlw 0x01 instruction

could be changed to two different values when target-

ing the beam at two different locations along Ireg using

a (50ns, 34.625% peak current) pulse. Figure 11 shows

one location of the beam to change addlw 0x01 to addlw

0x81 (one MSB changed in the immediate value) while

Figure 12 depicts a different location of the beam to

change addlw 0x01 to addlw 0xC1 (two MSBs changed

in the immediate value).

4.3 Configuration bits attack

One of the interesting attacks performed on the DUA

was the successful skipping of the configuration bits

(EEPROM) programming while flashing the DUA. The

MCU was running at 20MHz so the instruction cycle

was 5MHz and the laser was triggered only during the

programming session then switched off. The laser spot

was targeted over the center of the configuration bits

area. The configuration bits area is annotated in Fig-

ure 3. The pulsed laser was configured to have a 100ns

pulse width with a 500mA peak current at a 5MHz

frequency (which is the same as the instruction cycle

frequency for this attack to be successful) during the

programming session of the DUA. After the program-

ming session was completed, the laser was turned off.

We wrote a simple assembly program to a write a cer-

tain value in the SRAM then several instructions were

executed repeatedly to read, increment and store the

value at the same SRAM location. The final value was

written to EEPROM. The attack was as follows: when

the laser was turned on during the programming session

of the DUA while downloading an assembly program

that enables code protection on DUA with code pro-

tection originally disabled (e.g. config bits = 0x33F7),

it was found that config bits were not changed as the

user intended to enable the code protection (e.g. us-

ing config bits = 0x3337) and the code was successfully

read (i.e. the config bits remained as 0x33F7). When

the same experiment was done with the laser turned

off, the code protection was enabled and the code was

not readable from the DUA because the new config bits

were successfully changed to 0x3337.

4.4 AES-128 key retrieval

This section presents an attack that was conducted on

the full assembly implementation of AES-128, provided

by Microchip, while running on the DUA. The laser

is triggered by adding two port set/clear instructions

(BSF,BCF ) before the target instruction (decfsz ) as

shown in the code in column 1 of Table 2. Table 2 fo-

cuses on the critical section in the assembly code where
the laser source gets triggered to skip a certain target

instruction (decfsz in this case). Also, Table 2 shows the

number of clock cycles supplied by the external clock

source needed to reach a certain Q cycle for a certain

corresponding instruction either in the fetch or the ex-

ecute stage of that instruction.

We used the known-plaintext attack (KPA) model

for cryptanalysis. Two different attacks were conducted

by targeting two different instructions: xorwf and decfsz.

The 1st attack skips the xorwf instruction to extract a

single byte out of the 16-byte key at a time, then re-

peating this to obtain the remaining 15 bytes of the

key which is similar to [11] but using 16 short pulses

to skip the xorwf instruction instead of a very long

pulse to skip the whole 16-byte key addition in the 10th

round. The 2nd attack skips the decfsz instruction to

add one more extra round with no mix-columns (11th

round). This attack retrieves the whole 16-byte using a

single fault injection. The later attack method is easier

and more efficient and has been verified by generating
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Round 0 F7 9C 84 8B FE 1C B4 F7

F1 52 EE 80 92 DD 99 17

45 E3 A6 2C 84 93 B7 AE

1D C0 51 DB FA 41 59 0B

Round 1 68 DE 5F 3D 68 DE 5F 3D 4D 0A 26 42 42 19 81 12 0F 13 A7 50 01

A1 00 28 CD 00 28 CD A1 BD B9 D6 86 CB 12 E4 A3 76 AB 32 25

6E 11 24 71 24 71 6E 11 F0 E3 9B D6 5F DF 10 F3 AF 3C 8B 25

A4 BA D1 B9 B9 A4 BA D1 F5 73 2D 4E 67 A0 A7 CF 92 D3 8A 81

Round 10 2A D9 31 2D 2A D9 31 2D AE BC 40 F4 84 65 71 D9 36

E3 81 50 C5 81 50 C5 E3 D3 B2 F2 85 52 E2 37 66

7A 6A EC E4 EC E4 7A 6A E1 6A 14 44 0D 8E 6E 2E

A9 10 67 29 29 A9 10 67 D0 BE FD 72 F9 17 ED 15

Round 11 E4 65 09 BF E4 65 09 BF 3F DB C6 A9 DB BE CF 16 6C

66 37 89 97 37 89 97 66 54 08 21 B6 63 81 B6 D0

F8 02 FA 1B FA 1B F8 02 AE C1 4C 98 54 DA B4 9A

70 AE 54 40 40 70 AE 54 8C AB 98 77 CC DB 36 23

SubBytes ShiftRows MixColumns AddRoundKey Key Schedule Round Constant

Fig. 13 AES-128 internals showing the 1st round till
the 11th round where the 10th round check (decfsz
round counter,f ) is skipped to add an additional
11th no-mix-column round. The used plain-text was
0x0963c1e7808f7081307711087c9782d0.

100 random generated keys, plain-text and cipher-text

pairs. Figure 13 shows an example of the latter attack.

The target location in this attack is shown in Figure 11.

In order to provide a formal proof for our new attack

on AES-128 , let M denote the plain-text, K denote the

AES key, Ki denote the ith AES round key, C denote

the correct cipher-text, M i denote the temporary ci-

pher result after the ith round and D denote a faulty

cipher-text. Each round is composed of 4 transforma-

tions: SubBytes, ShiftRows, MixColumns and a bit-per-

bit XOR with a round key. The final 10th round of the

AES is composed of the same functions as a classical

round except that it does not include the MixColumns

transformation as thoroughly explained in [20].

Without LFI the attacker can get C mentioned in

equation 1 using KPA and with LFI one more addi-

tional 11th round is executed that does not include the
MixColumns similar to the 10th round and the attacker

gets D as mentioned in equation 2. Equation 3 below

shows how the attacker uses D and C to get the round

key K11. It is well known that by reversing the Rijn-

dael’s key schedule starting by K11, the whole 16-byte

key could be retrieved.

C = ShiftRows(SubBytes(M9)) ⊕K10 (1)

D = ShiftRows(SubBytes(C)) ⊕K11 (2)

D ⊕ ShiftRows(SubBytes(C)) = K11 (3)

Table 2 Injecting arbitrary number of clock cycles to reach
the end of a certain Q cycle for a desired assembly instruction

Instruction Q4execute
Q1fetch

Q2fetch
Q3fetch

BSF PORTC,RC4 23641 23634 23635 23636
BCF PORTC,RC4 23645 23638 23639 23640
NOP 23649 23642 23643 23644
decfsz round counter,f 23653 23646 23647 23648

4.5 Instruction register (Ireg) PEM analysis

The SWIR camera and the waveform generator were

the main tools used to analyze the Ireg. The exter-

nal clock is internally divided by four to generate four

non-overlapping quadrature clocks, namely Q1, Q2, Q3,

and Q4. Internally, the program counter (PC) is incre-

mented every Q1, and the instruction is fetched from

the program memory and latched into the Ireg in Q4 [19].

The instruction is decoded and executed during the fol-

lowing Q1 through Q4. The Q clocks and instruction

execution flow are illustrated in Figure 14.

The laser pulse target location was close to the mid-

dle of the Ireg. Different locations along the Ireg were

investigated and successful fault injection occurred with

different laser pulse amplitudes at different locations.

When moving away from the Ireg, no faults were in-

jected.

A fixed number of clock cycles are launched, after

which the clock is switched off to capture a quiescent

PEM image at the flash memory output of DUA. After

 1997 Microchip Technology Inc. DS31004A-page 4-5
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4.2  Clocking Scheme/Instruction Cycle

The clock input (from OSC1) is internally divided by four to generate four non-overlapping
quadrature clocks, namely Q1, Q2, Q3, and Q4. Internally, the program counter (PC) is incre-
mented every Q1, and the instruction is fetched from the program memory and latched into the
instruction register in Q4. The instruction is decoded and executed during the following Q1
through Q4. The clocks and instruction execution flow are illustrated in Figure 4-3, and
Example 4-1.

Figure 4-3: Clock/Instruction Cycle         

Q1 Q2 Q3 Q4 Q1 Q2 Q3 Q4 Q1 Q2 Q3 Q4

EXT CLK

Q1

Q2

Q3

Q4

PC

OSC2/CLKOUT
(RC mode)

PC PC+1 PC+2

Fetch INST (PC)
Execute INST (PC-1) Fetch INST (PC+1)

Execute INST (PC) Fetch INST (PC+2)
Execute INST (PC+1)

Internal
phase
clock

TCY1 TCY2 TCY3

Fig. 14 Fetch and execute timing diagram [19] for the two-
stage pipelined DUA where the fetch and execution of in-
structions overlaps

Fig. 15 Ireg emissions for (decfsz 0x44,f ) instruction (14-bit
instruction word = 0b00101111000100 ) at the normal oper-
ating conditions without any over-voltaging (VDD = 5V).
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Fig. 16 Ireg value (0b00101111000100 ) graph for (decfsz
0x44,f ) instruction at VDD = 5V. The ADU values corre-
spond to the emissions intensity along the Ireg.

Fig. 17 Ireg emissions for (incf 0x44,f ) instruction (14-bit
instruction word = 0b00101011000100 ) at VDD = 10.5V.

the image is collected, the clock is injected again con-

tinuously to output data for analysis. Different emis-

sion intensities are shown in Figure 15 and 17 by vary-

ing the supply voltage. The emissions are only visible

when stopping the external clock at the end of Q1fetch

and Q2fetch (not the execution). At the end of Q3fetch ,

the emissions for the instruction being fetched disap-

pear as likely the 14-bit instruction word will have been

latched to the control circuitry beside the Ireg. The

laser pulse effect (i.e. induced current) has to target Q3

in the fetching phase of the target instruction (clock cy-

cle# 23648 as mentioned in Table 2) to have an effect

on a target instruction. For example, if the execution

of the program is stopped at Q1fetch/Q2fetch of the tar-

get instruction (Itarget) with the laser being triggered

to inject the pulse during Q1fetch/Q2fetch , the fault in-

jection would be unsuccessful. On the other hand, if

the execution of the program is stopped at the end of

Q3fetch (clock cycle# 23648 as mentioned in Table 2) of

Itarget, the effect of the transient induced current due

to the laser pulse would have already been captured by

the control circuitry beside the Ireg and the fault would

be injected.

The quiescent (static) emissions of the Ireg could

be captured within a 3 seconds integration time under

the normal power supply (5V) as shown in Figure 15.

Figure 17 illustrates emissions from a different instruc-

tion again showing correct opcode readout, but using a

higher 10.5V supply. The over-voltaging achieves higher

intensities of emissions but as shown in Figure 15 over-

voltaging is not necessary. By increasing the integra-

tion time of the SWIR camera (instead of increasing the

supply voltage) we could capture more of those emitted

photons from the Ireg. The intensity values of the emis-

sions captured by the SWIR camera are shown in Fig-

ure 16 and are clearly correlated with the 14-bit decfsz

0x44,f instruction, whose value was 0b00101111000100.

It was also observed that that two properly tailored

laser pulses could produce the same faulty instruction.

For example a laser pulse with width 100ns with 17%

of the peak current injected the same fault as a 200ns

pulse with 9.375% of the peak current when targeting

a certain location with nominal operating conditions.

5 Discussion and Conclusions

In summary, the details of a LFI methodology are pro-

vided using only a 5X lens, quiescent PEM with SWIR

camera (no over-voltaging), pulse timing (a glass slide

plus APD) and imaging using 3D printed IR-LED ringlet.

Injecting the laser pulse at different locations along the

Flash outputs (possible instruction register (Ireg)) pro-

vided direct instruction fault control and insertions.

Additionally the single tuned laser pulse was shown to

skip an arbitrary number of assembly instructions thus

defeating assembly instruction replication countermea-

sures such as duplication, triplication, etc. The number

of skipped instructions depends on several parameters

such as the type of instruction, laser peak current, laser

pulse width, frequency of the DUA, and location of the

laser on the DUA.

In summary, this paper demonstrates a practical

methodology to capture the laser pulse during fault in-

jection (using a microscope slide), including proof of the

lasers pulse effect on the DUA using a field probe, data

analysis and PEM. In addition, the following points fur-

ther summarize the contributions:

– Quiescent PEM with a 10X objective demonstrates

that targeting different locations in the Ireg using

the correct laser pulse energy (width and amplitude)

for each location will result in controlled faults being

injected into instructions. This is unlike previous
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research which utilized non-quiescent PEM with no

focus on instructions [2].

– Instruction-replacement fault injection supports new

attacks such as adding one more round to AES-

128 (11th round) through skipping the check for the

10th round, unlike previous research which largely

focuses on attacks where instructions are skipped

[11, 16] or bits are flipped in control registers using

static faults [14].

– Ability to alter the immediate value of an instruc-

tion read from the Flash memory, unlike previous re-

search which demonstrated entire instruction change

[4] or attacks on flip-flops [9,12] or SRAM [6,13,15].

– Reverse engineering the exact timing of the target

clock cycle (Q3fetch) with quiescent PEM to deter-

mine when the laser should be effective for successful

fault injection, unlike previous research [11].

This research is important for understanding at-

tacks in order to design countermeasures for securing

future hardware.
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