
Chapter 7

Information Dissemination in

Distributed Systems and

Networks

It has long been recognized that distributed and decentralized systems have certain desir-
able characteristics such as modularity, fault-tolerance, and simplicity of implementation.
For these reasons, the distributed system paradigm is finding a foothold in an extraordi-
narily large number of applications (many of which are life- and mission-critical), ranging
from transmitting patient diagnostic data in hospitals via multi-hop wireless networks
[2], to coordinating teams of autonomous aircraft for search and rescue operations [70].
A key requirement in such systems and networks is for some or all of the nodes to calcu-
late some function of certain parameters, or for some of the nodes to recover sequences
of values sent by other nodes. For example, sink nodes in sensor networks may be tasked
with calculating the average value of all available sensor measurements [24, 64, 10]. An-
other example is the case of multi-agent systems, where agents communicate with each
other to coordinate their speed and direction [61, 67]. Yet another example is the case
of transmitting streams of values in communication networks from a set of source nodes
to a set of sink nodes [19, 49]. The problems of information dissemination and function
calculation in networks have been studied by the computer science, communication, and
control communities over the past few decades, leading to the development of various
protocols and algorithms [44, 57, 4, 53, 25, 3, 16, 59, 17, 14]. A special case of the
distributed function calculation problem is the distributed consensus problem, where all
nodes in the network calculate the same function [57], and this topic has experienced a
resurgence in the control community due to its applicability to tasks such as coordination
of multi-agent systems, and its ability to model physical and biological behavior such as
flocking (e.g., see [61, 67], and the references therein).

In this chapter, we will study the general problem of disseminating information and
distributively calculating functions in networks. Specifically, we will analyze a particular
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linear iterative strategy for information dissemination and use some of the linear system
theory that we have covered in the previous chapters to show that such strategies are
quite powerful: they can allow all nodes to calculate arbitrary and different functions
of the initial values, even when there are some nodes in the network that behave in
malicious and unpredictable ways. Before delving into the details of these strategies, we
will start by considering the following simple example.

Example 7.1. Consider a simple sensor network with three sensors x1, x2 and x3 ar-
ranged in a line as follows.

Suppose that each sensor is tasked with measuring the surrounding temperature, and
then the three sensors are required to calculate the average temperature measurement
across all sensors. In this example, x1 measures the temperature to be 10, x2 measures
it to be 20, and x3 measures it to be 30.

One way to calculate the average temperature would be for all sensors to send their
values to a single sensor, who then calculates the average and sends it back to the other
sensors. For example, sensors x1 and x3 would send their values to x2, which calculates
the average to be 20. This scheme is simple and efficient, but requires the sensors to
decide who to select as the “leader”, and then to arrange their transmissions in order to
send their values to the leader.

As an alternative approach, suppose that each sensor simply updates its value to be an
average of its own value and the values of its neighbor(s). For the values given above,
sensor x1 would update its value to be 0.5(10 + 20) = 15, x2 would update its value to
be 1

3 (10+20+30) = 20 and x3 would update its value to be 0.5(20+30) = 25. Thus, we
see that after doing this, all of the sensor values have come closer to the average value. If
we have the sensors take the average again, their values would become 17.5, 20 and 22.5,
respectively. Continuing in this way, we see that all sensors asymptotically approach the
average value in the network.

The benefit of the local averaging scheme is that none of the sensors need to know the
network, or to elect a leader to average the values for them. However, there are various
questions raised by this simple example. Is it true that the nodes will always converge
to the same value if they simply take local averages? Will they converge to the average
of the initial values? Can the nodes calculate the average (or other functions) in finite
time via this scheme? What happens if some sensors are faulty or malicious? In the rest
of this chapter, we will provide answers to these questions.
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7.1 Distributed System Model

The distributed systems and networks that we will be studying in this chapter will be
modeled as a directed graph G = {X , E}, where X = {x1, . . . , xn} is the set of nodes in
the system and E ⊆ X × X is the set of directed edges (i.e., directed edge (xj , xi) ∈ E
if node xi can receive information from node xj); see Appendix B for background and
notation on graph theory. All nodes that can transmit information to node xi are said to
be neighbors of node xi, and are represented by the set Ni. The number of neighbors of
node xi is called the degree of node xi, and is denoted as degi. Similarly, the number of
nodes that have node xi as a neighbor is called the out-degree of node xi, and is denoted
as out-degi.

We will deal with networks where information is disseminated via the wireless broadcast
model, whereby each node sends the same information to all of its neighbors. This
model, while obviously applicable to wireless networks, also holds when information is
obtained by direct sensing (i.e., where each node measures or senses the values of its
neighbor, as opposed to receiving that value through a transmission). We assume that
every node in the network has an identifier (so that nodes can associate each piece of
information that they sense or receive with the corresponding neighbor). Every node
is also assumed to have some memory (so that they can store the information that
they sense or receive from their neighbors), and sufficient computational capability to
perform mathematical operations on this stored information (such as calculating the
rank of a matrix, multiplying matrices, etc.). We will also generally assume that all
communications between nodes are reliable (i.e., any transmission will be eventually
received). However we do not assume any fixed time-limit on message delivery;1 in other
words, we assume that nodes in the network wait until they have received transmissions
from all of their neighbors, and then execute their transmission or update strategies
before waiting for the next transmissions from their neighbors. We will capture this
behavior by referring to the behavior of a node at time-step k, by which we mean the
k–th transmission or update step executed by that node. We assume that all messages
are either delivered in the order they were transmitted, or have an associated time-stamp
or sequence number to indicate the order of transmission.

7.2 Linear Iterative Strategies for Asymptotic Con-

sensus

Suppose that each node xi in the distributed system has some initial value, given by
xi[0] ∈ R. The goal is for the nodes to calculate some function of x1[0], x2[0], . . . , xn[0] by
updating and/or exchanging their values at each time-step k, based on some distributed

1However, when we discuss networks with potentially faulty or malicious nodes, we will either assume
that nodes always transmit a value (even if they are faulty), or we will assume that messages are delivered
in a fixed amount of time. We will have to strengthen our assumptions in this way due to the fact it
is impossible to perform fault-diagnosis without bounds on the time required to deliver messages – the
receiving node will never be able to determine whether an expected message from another node is simply
delayed, or if the transmitting node has failed [57].
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strategy that adheres to the constraints imposed by the network topology. The scheme
that we study in this chapter makes use of linear iterations; specifically, each node in
the network repeatedly updates its own value to be a weighted linear combination of its
previous value and those of its neighbors, which it then transmits. Mathematically, at
each time-step, each node xi updates and transmits its value as

xi[k + 1] = wiixi[k] +
∑

xj∈Ni

wijxj [k] , (7.1)

where the wij ’s are a set of weights from R; for instance, these weights were chosen to be
1

degi +1 in Example 7.1. Given the individual updates for each node, the values of all nodes

at time-step k can be aggregated into the value vector x[k] =
[
x1[k] x2[k] · · · xn[k]

]′
,

and the update strategy for the entire system can be represented as

x[k + 1] =








w11 w12 · · · w1n

w21 w22 · · · w2n

...
...

. . .
...

wn1 wn2 · · · wnn








︸ ︷︷ ︸

W

x[k] (7.2)

for k ∈ N, where wij = 0 if j /∈ Ni ∪ {xi}. We will later generalize this model to include
faulty or malicious updates by certain nodes.

Definition 7.1 (Calculable Function). Let g : Rn 7→ R
r be a function of the initial

values of the nodes (note that g(·) will be a vector-valued function if r ≥ 2). We say
g(x1[0], x2[0], . . . , xn[0]) is calculable by node xi if it can be calculated by node xi from
some or all of the information that it receives from the linear iteration (7.2) over a suffi-
ciently large number of time-steps. We call g(·) a linear function if g(x1[0], x2[0], . . . , xn[0]) =
Qx[0] for some r × n matrix Q.

Definition 7.2 (Distributed Consensus). The system is said to achieve distributed con-
sensus if all nodes in the system calculate the value g(x1[0], . . . , xn[0]) after running
the linear iteration for a sufficiently large number of time-steps. When the field under
consideration is R and

g(x1[0], x2[0], . . . , xn[0]) =
1

n
1′x[0] ,

where 1 is the vector of all 1’s, the system is said to perform distributed averaging (i.e.,
the consensus value is the average of all initial node values).

Definition 7.3 (Asymptotic Consensus). The system is said to reach asymptotic con-
sensus if

lim
k→∞

xi[k] = g(x1[0], x2[0], . . . , xn[0])

for every i ∈ {1, 2, . . . , n}, where g(x1[0], x2[0], . . . , xn[0]) ∈ R.

When g(x1[0], x2[0], . . . , xn[0]) = c′x[0] for some vector c′, the following result from
[96] characterizes the conditions under which the iteration (7.2) achieves asymptotic
consensus.
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Theorem 7.1 ([96]). The iteration given by (7.2) reaches asymp-
totic consensus on the linear function c′x[0] (under the technical
condition that c is normalized so that c′1 = 1) if and only if the
weight matrix W satisfies the following conditions:

1. W has a single eigenvalue at 1, with left eigenvector c′ and
right eigenvector 1.

2. All other eigenvalues of W have magnitude strictly less than
1.

Proof. First, note that if W has an eigenvalue λ that has magnitude larger than 1 with
corresponding eigenvector v, then for any initial vector x[0] = v, the values of all nodes
satisfy the property x[k] = λkv→∞. Thus, W cannot have eigenvalues with magnitude
larger than 1 if asymptotic consensus is required.

Next, write W as

W =
[
T1 T2

]

︸ ︷︷ ︸

T

[
Z 0

0 S

] [
T̄1

T̄2

]

︸ ︷︷ ︸

T−1

,

where Z is a matrix that contains all of the eigenvalues at 1, and S is a matrix whose
eigenvalues are all stable. The matrix T1 contains all eigenvectors corresponding to the
eigenvalues at 1, and T2 contains the eigenvectors corresponding to the stable eigenval-
ues. Similarly, the matrix T̄1 contains all left eigenvectors corresponding to the eigen-
values at 1, and T̄2 contains all left eigenvectors corresponding to the stable eigenvalues.
From this decomposition, note that

x[k] =
[
T1 T2

]
[
Zk 0

0 Sk

] [
T̄1

T̄2

]

x[0]→
[
T1 T2

]
[
Zk 0

0 0

] [
T̄1

T̄2

]

x[0] = T1Z
kT̄1x[0].

Now, if we want to guarantee that x[k] converges to 1c′x[0], we should ensure thatT1 = 1

and T̄1 = c′, which means that Z = 1. Thus, asymptotic consensus on the function c′x[0]
is achieved if and only if all of the conditions in the theorem are satisfied.

Note that the rate at which the nodes reach consensus is given by how quickly the
term Sk drops to zero. If λ2 denotes the eigenvalue of largest magnitude in S (which
would make it the eigenvalue of second largest magnitude in W), then Sk goes to zero
approximately as λk

2 . Thus, the smaller the second largest eigenvalue of the matrix, the
faster consensus is reached (in terms of rate). The largest eigenvalue determines whether
consensus is even possible, and is given the following name.
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Definition 7.4. For any square matrix A, the magnitude of the
largest eigenvalue is denoted by ρ(A), and is called the spectral
radius of the matrix.

There is a large amount of literature dealing with choosing the weights in (7.2) so that
the system reaches asymptotic consensus on a linear function [96, 61, 47, 15]. We will
now describe one such method.

7.2.1 Choosing the Weight Matrix for Asymptotic Consensus

Mathematically, the first condition in Theorem 7.1 states that W1 = 1. In other words,
the sum of the elements in each row of W must be equal to 1. One way to achieve this
is to use the following concept.

Definition 7.5. Given a set of real numbers x1, x2, . . . , xn, the
quantity

α1x1 + α2x2 + · · ·+ αnxn

is said to be a convex combination of x1, x2, . . . , xn if each of the
scalars α1, α2, · · · , αn is nonnegative, and satisfy

∑n

i=1 αi = 1.

If we have each node update its value to be a convex combination of its own and neighbors’
values, then we would have wij ≥ 0 for all i, j, wij = 0 if xj /∈ Ni∪{xi}, and

∑n

j=1 wij = 1
for i ∈ {1, 2, . . . , n}. This would ensure that W has an eigenvalue at 1 with eigenvector
1. Note that the scheme in Example 7.1 satisfied this condition, with wij = 1

degi +1 if

xj ∈ Ni ∪ {xi}.

To prove convergence, we have to show that all other eigenvalues of W are inside the
unit circle. To do this, we will apply the Gersgorin Disc Theorem (see Theorem A.6 in
Section A.4.4). Specifically, every diagonal element in W will be positive and less than
1. Furthermore, since each row sums to 1, we have

n∑

j=1
j 6=i

|wij | = 1− wii.
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Thus, all of the Gersgorin discs are contained within the unit circle, as illustrated by the
following figure.

This indicates that W has no eigenvalues of magnitude larger than 1. Finally, we only
need to show that W has a single eigenvalue at 1. To do this, we will use the following
result.

Lemma 7.1. If A is a square matrix with all entries positive, then A has only a single
eigenvalue of largest magnitude.

The proof of the above result requires a few other preliminary results, and so we will not
cover it here. For details, see [39]. This lemma is promising, but our weight matrix W

does not have all elements positive (some of them are zero, corresponding to the cases
where there is no edge between two nodes). However, under a certain condition on the
underlying network, we can indeed use this result.

Lemma 7.2. Consider a network G with n nodes, and assume that G is strongly con-
nected. If all edges and self-loops are assigned a positive weight so that each row sums
to 1, then W has a single eigenvalue at 1.

Proof. Choosing the weights as specified in the Lemma, the matrix W can be viewed
as the adjacency matrix for the graph G (see Section B.2 in the Appendix). Specifically,
Corollary B.1 indicates that there exists some k ≤ n−1 such that all elements of Wk are
positive. Next, note that the eigenvalues of Wk are the eigenvalues of W raised to the
k–th power. However, Lemma 7.1 states that the largest eigenvalue of Wk only appears
once; thus it must be the case that the eigenvalue 1 appears only once in W.

Using the above lemma and the Gersgorin Disc Theorem, we come to the following result.

Theorem 7.2. Consider a network G with n nodes, and assume
that G is strongly connected. If all edges and self-loops are assigned
a positive weight so that each row sums to 1, then all nodes in the
network will reach asymptotic consensus on the value c′x[0], where
c′W = c′.
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Proof. If the conditions in the theorem are satisfied, then the Gersgorin Disc Theorem
and Lemma 7.2 indicate that all conditions in Theorem 7.1 will be satisfied. Specifically,
W will have a single eigenvalue at 1, with right eigenvector 1. Furthermore, all other
eigenvalues will be inside the unit circle. Finally, defining c′ to be the left eigenvector of
W corresponding to the eigenvalue 1, we obtain the desired result.

Example 7.2. Let us return to the three node sensor network from Example 7.1, where
each node updates its value to be an average of its previous value and those of its
neighbors. The weight matrix for this iteration is given by

W =





0.5 0.5 0
1
3

1
3

1
3

0 0.5 0.5



 .

The network is strongly connected, and all edges and self-loops have a positive weight so
that each row sums to 1. Thus, the iteration is guaranteed to converge to consensus. To
find what value each node converges to, we find the left eigenvector of W corresponding
to eigenvalue 1 to be

c′ =
[
2
7

3
7

2
7

]
.

Thus, each node will converge to 2
7x1[0]+

3
7x2[0]+

2
7x3[0]; note that this is not guaranteed

to be the average of the initial values (which would have been 1
3 (x1[0] + x2[0] + x3[0]).

The reason for all nodes converging to the average in Example 7.1 is that the initial
values were such that 2

7x1[0] +
3
7x2[0] +

2
7x3[0] =

1
3 (x1[0] + x2[0] + x3[0]).

The above example shows that simple local averaging may not lead to consensus to
the average of all initial values, because the left eigenvector c′ of W corresponding to
eigenvalue 1 may not be 1

n
1′. One can guarantee convergence to the average if the sum

of all the entries in each column is also equal to 1 (so that 1
n
1′ is a left eigenvector of

W). To do this, suppose that the graph is undirected (i.e., the links between each node
are bidirectional), and suppose that every node knows n. Then, if each node assigns

wij = 1
n
if xj ∈ Ni, wij = 0 if xj /∈ Ni, and wii = 1 − degi

n
, one can verify that every

column does in fact sum to 1.

Example 7.3. In the three node network from Example 7.1, if every node applies the
1
n
weights specified above, we obtain

W =





2
3

1
3 0

1
3

1
3

1
3

0 1
3

2
3



 .

For this matrix, we have W1 = 1 and 1
n
1′W = 1

n
1′, and thus all nodes will converge to

the average of any initial values.

7.2.2 Notes on Terminology

The notion of convergence to a common equilibrium value is heavily related to the concept
of a Markov Chain from probability theory. In that community, nonnegative matrices
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where each row sums to 1 are called stochastic matrices. Furthermore, if the underlying
graph is strongly connected, the matrix is called irreducible. If W is a nonnegative
matrix and Wk is a positive matrix for some k, then W is called a primitive matrix.
As shown in Corollary B.1, an irreducible matrix will be primitive if every diagonal
element is nonzero; however irreducibility by itself does not imply primitivity (as shown
in Example B.4). A stochastic matrix W that converges to 1c′ for some c′ is called an
ergodic matrix; as shown by the proof of Theorem 7.2, any primitive stochastic matrix
is ergodic. However, not all ergodic matrices need to be primitive or irreducible. For
example, consider the stochastic matrix

W =

[
0.5 0.5
0 1

]

.

This matrix is upper triangular, and thus Wk will also be upper triangular for any
k; therefore, the (2, 1) element will always be zero, and this matrix is not primitive.
Furthermore, there is no path from the first node to the second node, so this matrix is
not irreducible. However, this matrix has only one eigenvalue at 1 (and the other is at
0.5), and thus this matrix is guaranteed to converge to 1c′, where c′ is the left eigenvector
ofW corresponding to eigenvalue 1 (according to Theorem 7.1). Specifically, c′ =

[
0 1

]
,

and one can verify that

lim
k→∞

Wk = 1c′ =

[
0 1
0 1

]

.

7.3 Linear Iterative Strategies for Secure Data Ag-

gregation

In the last section, we focused on using linear iterative strategies for asymptotic consensus
in connected networks. In this section, we investigate the use of such strategies to treat
the problem of data accumulation in networks (where some or all nodes have to gather
all of the other values). Furthermore, we allow for the possibility that some nodes in the
network update their values at each time-step in an arbitrary manner, instead of following
the predefined strategy of using a specific weighted linear combination of their neighbors’
(and own) values. Such arbitrary updates can occur, for example, if some nodes in
the network are compromised by a malicious attacker whose objective is to disrupt the
operation of the network [57, 38]. Alternatively, these arbitrary updates might be the
result of hardware malfunctions at the nodes, which cause them to incorrectly calculate
their update value [29]. Here, we will see that the graph connectivity is a determining
factor for the ability of linear iterative strategies to tolerate malicious (or faulty) agents
(see Section B.1 for a review of graph connectivity). In particular, if the connectivity of
the graph is 2f or less, then regardless of the choice of weights in the linear iteration, it is
possible to find a subset of f (or less) nodes that can conspire to prevent some nodes from
calculating any function of all node values. On the other hand, if the network topology
has connectivity at least 2f +1, then any node can work around the misbehaving nodes
to calculate any desired function of the initial node values, even if up to f nodes conspire
and coordinate their actions in an attempt to disrupt the network. To prove these results,
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we will exploit concepts from classical linear system theory (such as structured system
theory, strong observability, and invariant zeros of linear systems).

In our development, we use ei to denote the column vector with a 1 in its i’th position
and 0’s elsewhere. We will also denote the cardinality (number of elements) of a set S
by |S|, and for a pair of sets S and T , we will use S \ T to denote the set of elements of
S that are not in T .

7.3.1 Attacking the Network

To start, it is useful to understand some fundamental limitations in the ability of a
network to tolerate malicious nodes. First, as an extreme, note that if all nodes are ma-
licious, there is certainly nothing that we can do. More generally, one can imagine that if
a “large” number of nodes are malicious, we would still be incapable of overcoming them.
To quantify just how many malicious nodes are required to prevent data accumulation
or function calculation in networks, we will study the following examples.

Example 7.4. Consider the network with three nodes from Example 7.1.

Suppose that we are going to run some algorithm A in this network so that node x1 can
calculate some function of all initial values; for instance, A could be the linear strategy
that we have been studying. The algorithm is supposed to provide x1 with enough
information about x2 and x3’s values to be able to calculate the function. However,
all information that x1 receives about x3 comes through x2. However, suppose x2 is
malicious and decides to pretend that x3’s value is something that it is not; x2 will run
the algorithm A with this false value of x3. In this case, x1 would never be able to tell
that x2 is lying, because it has no other way to receive information about x3’s value, and
thus it has no choice but to trust x2. Thus, x2 can prevent x1 from correctly calculating
its desired function.

Example 7.5. Consider the following network with four nodes.

Once again, x1 wants to calculate some function of all initial values via some algorithm
A. However, suppose now that node x3 is malicious, and will pretend that node x4’s
value is something that it is not. However, node x2 will run correctly, and use x4’s true
value in the algorithm. In this case, the only way that information about x4 gets to node
x1 is through x2 and x3. However, due to x3’s duplicitous behavior, the information that
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x1 receives about x4 will be inconsistent. Furthermore, node x1 has no a priori reason
to believe x2 over x3, or vice versa. Thus, x3 can prevent x1 from ever finding the true
value of x4.

Both of the above examples demonstrate that networks can be disrupted by a small and
carefully chosen set of malicious nodes. The key observation is that the malicious nodes
acted as a gateway for information between two sets of non-malicious nodes. This can
be formally captured by the notion of a vertex cut in the graph; recall that a vertex cut
is a set of nodes that removes all paths from one group of nodes to another group of
nodes (see Section B.1). Using the intuition from the above examples, we can state the
following result.

Theorem 7.3. For a given network G, let κij denote the size of the
smallest (i, j)-cut between nodes xi and xj. If κij ≤ 2f , then there
is a choice of f malicious nodes that can prevent node xj from
calculating any function of xi’s value, regardless of the algorithm
that is used in the network.

Proof. Given any nodes xi and xj , let Sij denote the (i, j)-cut with size κij . For the
purposes of this proof, assume that xi is not a neighbor of xj (because otherwise, there
is no vertex cut that removes all paths from xi to xj). All information about xi must go
through the nodes in Sij to reach xj . Suppose that half of the nodes in Sij are malicious,
and decide to run the algorithm pretending that xi’s value is something that it is not.
Now the information that xj receives from the algorithm is inconsistent, and xj would
not know which half of the vertex cut to trust. Since the cut was chosen to have size
κij ≤ 2f , there are at most f malicious nodes that are required in order to disrupt the
network in this way.

7.3.2 Modeling Malicious Nodes in the Linear Iterative Strategy

The previous section showed that the connectivity of the network must be at least 2f+1
in order to tolerate any f malicious nodes, regardless of the algorithm. We now look at
the question: can the linear iterative strategy be used to overcome f malicious nodes in
networks of connectivity 2f + 1? We will answer this question in the affirmative, but
first, we need to mathematically model malicious behavior in the context of the linear
strategy.

To this end, suppose that instead of applying the update equation (7.1), some node xl

updates its value at each time-step as

xl[k + 1] = wllxl[k] +
∑

j∈Nl

wljxj [k] + ul[k] , (7.3)

where ul[k] is an additive error at time-step k.
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Definition 7.6. Suppose all nodes run the linear iteration for T time-steps in order
to perform function calculation. Node xl is said to be malicious (or faulty) if ul[k] is
nonzero for at least one time-step k, 0 ≤ k ≤ T − 1.

Note that the model for malicious nodes considered here is quite general, and allows node
xl to update its value in a completely arbitrary manner (via appropriate choices of ul[k]
at each time-step). As such, this model encapsulates a wide variety of malicious behavior
(including a conspiracy by a set of malicious nodes). It is worth noting that we do not
treat the case where nodes try to influence the result of the computation by modifying
their initial values (because of the philosophically different nature of this problem). We
will show that our protocol allows every node to obtain every initial value (maliciously
modified or not), and so one can potentially handle corrupted initial values by having
each node use some sort of statistical analysis to detect and discard suspicious initial
values. This is also a non-issue when the desired function only involves initial values
from some trusted nodes, but intermediate (routing) nodes can be malicious.

Let F = {xi1 , xi2 , . . . , xif } denote the set of nodes that are malicious during a run of
the linear iteration. Using (7.2) and (7.3), the linear iteration can then be modeled as

x[k + 1] = Wx[k] +
[
ei1 ei2 · · · eif

]

︸ ︷︷ ︸

BF








ui1 [k]
ui2 [k]

...
uif [k]








︸ ︷︷ ︸

uF [k]

yi[k] = Cix[k], 1 ≤ i ≤ n ,

(7.4)

where yi[k] represents the outputs (node values) seen by node i during time-step k of
the linear iteration. Specifically, Ci is a (degi+1) × n matrix with a single 1 in each
row capturing the positions of the state-vector x[k] that are available to node xi (these
positions correspond to neighbors of node xi, along with node xi itself). Recall that el
denotes a unit vector with a single nonzero entry with value 1 at its l’th position.

Example 7.6. Consider the three node network from Example 7.1. Since node x1

receives its own value and x2’s value at each time-step, we can write

y1[k] =

[
1 0 0
0 1 0

]

︸ ︷︷ ︸

C1

x[k].

Note that (7.4) is a linear system with unknown inputs (since xi does not know the faults
caused by the malicious nodes). However, there is one other aspect of this system that
is unknown to xi: the set of malicious nodes F , and thus the exact matrix BF . If this
matrix were known, recovering all initial values via the linear iteration would reduce to
the problem of strong observability of the above system (see Section 2.6.4). As we will
see later, the fact that we do not know BF will require us to consider strong observability
of a slightly different system in order to allow xi to recover all initial values.
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As in Section 2.6.2, the set of all values seen by node i during the first L+ 1 time-steps
of the linear iteration is given by










yi[0]
yi[1]
yi[2]
...

yi[L]










︸ ︷︷ ︸

yi[0:L]

=










Ci

CiW

CiW
2

...
CiW

L










︸ ︷︷ ︸

Oi,L

x[0] +










0 0 · · · 0
CiBF 0 · · · 0

CiWBF CiBF · · · 0
...

...
. . .

...
CiW

L−1BF CiW
L−2BF · · · CiBF










︸ ︷︷ ︸

JF
i,L










uF [0]
uF [1]
uF [2]

...
uF [L− 1]










︸ ︷︷ ︸

uF [0:L−1]

.

(7.5)

The matrices Oi,L and J Fi,L characterize the ability of node xi to calculate the required
function of the initial values. The matrix Oi,L is the observability matrix for the pair
(W,Ci), and J Fi,L is the invertibility matrix for the system (W,BF ,Ci).

7.3.3 Calculating Functions in the Presence of Malicious Nodes

when κ ≥ 2f + 1

First, suppose that there are at most f malicious nodes in the network, given by the set
F . From the perspective of any node xi, the linear iteration has the form of the linear
system in (7.4). As explained in Section 7.3.2, if F were known, this would simply be a
problem of strong observability of the system. However, since F is unknown, a little more
analysis is needed. Essentially, we would like to be able to uniquely identify the initial
state of the system (7.4) from the outputs, regardless of the set F of f malicious nodes.
In other words, we want to ensure that two different initial states and two different sets
of f malicious nodes cannot produce the same outputs for all time. With this intuition,
the following theorem presents the condition required for recovering the initial values
despite any unknown set of f malicious nodes.

Theorem 7.4. Suppose there exists a weight matrix W (with wij = 0 if xj /∈ Ni∪{xi})
such that for any set S of 2f nodes, the system

x[k + 1] = Wx[k] +BSuS [k]

yi[k] = Cix[k]

is strongly observable. Then node xi can uniquely recover all initial values after at most
N time-steps of the linear iteration, despite the actions of any unknown set of f malicious
nodes.

Note that the above theorem requires us to consider strong observability of a system
with 2f nodes in order to overcome f malicious nodes – this is the price paid for not
knowing the set of malicious nodes a priori.

Proof. We will show that if the condition in the theorem is satisfied, then the output
of (7.4) can be generated by only one initial condition. We will prove by contradiction:
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suppose that there is an initial condition x̄[0] 6= x[0] and some set Fc of f malicious
nodes (perhaps different from F) that causes the linear iteration to produce the same
output values as the original linear iteration for all time. The linear iteration for this
different configuration is given by

x̄[k + 1] = Wx̄[k] +BFc
uFc

[k]

yi[k] = Cix̄[k].

Since, by assumption, the output of this system is the same as the output of (7.4) for
all k, we have

Cix̄[k] = Cix[k]⇔ Ci(x[k]− x̄[k]) = 0 ∀k ∈ N. (7.6)

Define x̂[k] = x[k]− x̄[k], so that

x̂[k + 1] = Wx[k] +BFuF [k]−Wx̄[k]−BFc
[k]

= Wx̂[k] +
[
BF BFc

]

︸ ︷︷ ︸

BF∪Fc

[
uF [k]
−uFc

[k]

]

︸ ︷︷ ︸

uF∪Fc [k]

. (7.7)

This defines a linear system with initial condition x̂[0] 6= 0 (since x[0] 6= x̄[0]). How-
ever, (7.6) indicates that Cix̂[k] = 0 for all k ∈ N, which indicates that the system
(W,BF∪Fc

,Ci,0) is not strongly observable. However, since each of F and Fc have at
most f nodes each, F ∪ Fc has at most 2f nodes; thus, we reach a contradiction, since
the assumption in the theorem is that the system with any set of 2f nodes is strongly
observable.

Thus, if the system (W,BS ,Ci,0) is strongly observable for any set S of 2f nodes,
the outputs of the linear iteration will uniquely specify the initial values despite the
actions of any f malicious nodes. Furthermore, since strong observability implies that
the outputs of the system over N time-steps are sufficient to recover the initial state,
we see that node xi can obtain all initial values after running the linear iteration for at
most N time-steps.

The above result says that if the system (W,BS ,Ci,0) is strongly observable for any
set S of 2f nodes, node xi can recover x[0] after viewing its neighbors’ (and own) values
over at most N time-steps, despite the actions of any set F of f malicious nodes. To see
exactly how xi can do this, note that the set of all values seen by xi over N time-steps
is given by

yi[0 : N ] = Oi,Nx[0] + J Fi,NuF [0 : N − 1].

Node xi does not know x[0], uF [0 : N−1] and the set F ; Suppose now that xi simply tries

to find a set Fc of f nodes such that yi[0 : L] is in the range of the matrix
[

Oi,L J Fc

i,L

]

,

i.e.,
yi[0 : L] = Oi,Lx̄[0] + J

Fc

i,L ū

for some vectors x̄[0] and ū. Since the output of the system can only have been generated
by one particular state, the only way for xi to write its values in this way is if x̄[0] = x[0]
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– thus, xi has recovered all initial values. Note that checking for all
(
N
f

)
possibilities when

trying to determine the possible set Fc of malicious nodes is equivalent to the brute force
method of determining up to f errors in an N -dimensional real number codeword with
distance 2f + 1. In the coding theory literature, there exist efficient ways of performing
this check for both structured and random real number codes (e.g., see [86] and the
references therein), and one can potentially exploit those results to streamline the above
decoding procedure. This is an open problem for research.

Next, we will show that when κ ≥ 2f + 1, one can find a weight matrix W so that
(W,BS ,Ci,0) is strongly observable for any set S of up to 2f nodes.

Invariant Zeros

Recall from Section 2.9.3 that for any set S ⊂ X of 2f nodes, the matrix

P(z) =

[
W − zIn BS

Ci 0

]

is called the matrix pencil for the system (W,BS ,Ci,0). Furthermore, any z ∈ C for
which

rank (P(z)) < n+ 2f

is called an invariant zero of the system, and the system (W,BS ,Ci,0) will be strongly
observable if and only if it has no invariant zeros. We will now focus on choosing W

(with the required sparsity constraints) so that the system has no invariant zeros for
any set S ⊆ X of 2f nodes. Note that the assumption that the number of outputs is
larger than the number of inputs will be trivially satisfied in networks that have (2f+1)-
connectivity, because each node i will have at least 2f + 1 neighbors, and thus Ci will
have at least 2f + 2 rows.

Let S = {xi1 , xi2 , . . . , xi2f } denote any set of 2f nodes, and let S̄ = X \ S. Define

BS =
[
ei1 ei2 · · · ei2f

]
. For any choice of weights for the linear iteration, let WS̄

represent the weight matrix corresponding to interconnections within the set S̄, WS,S̄

represent the weight matrix corresponding to connections from the set S to the set S̄,
WS represent the weight matrix corresponding to interconnections within the set S, and
WS̄,S represent the weight matrix corresponding to connections from the set S̄ to the set
S. Note that WS̄ has dimension (n−2f)× (n−2f), and WS has dimension (2f)× (2f).
Furthermore, for any node xi, let

[
Ci,S̄ Ci,S

]
denote a (degi +1) × n matrix with a

single 1 in each row corresponding to the nodes in X that are neighbors of node xi, along
with node xi itself (the first n − 2f columns correspond to nodes in S̄ and the last 2f
columns correspond to nodes in S).

Lemma 7.3. For any set S of 2f nodes, the invariant zeros of (W,BS ,Ci,0) are exactly
the invariant zeros of (WS̄ ,WS,S̄,Ci,S̄ ,Ci,S).

Proof. Without loss of generality, we can assume that W is of the form

W =

[
WS̄ WS,S̄

WS̄,S WS

]

,
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since this is obtained simply by renumbering the nodes so that nodes in the set S have
indices between n − 2f + 1 and n. This also means that BS has the form BS =

[
0
I2f

]
,

and P(z) can be written as

P(z) =





WS̄ − zIn−2f WS,S̄ 0

WS̄,S WS − zI2f I2f
Ci,S̄ Ci,S 0



 .

From this expression, we see that

rank(P(z)) = 2f + rank

([
WS̄ − zIn−2f WS,S̄

Ci,S̄ Ci,S

])

,

and so the invariant zeros of the set (W,BS ,Ci,0) are exactly the invariant zeros of the
set (WS̄ ,WS,S̄,Ci,S̄ ,Ci,S).

Lemma 7.3 reveals that in order to ensure that the system (W,BS ,Ci,0) is strongly
observable for every set S of 2f nodes and every node xi, we can focus on the problem
of choosing the weight matrix W so that the set (WS̄ ,WS,S̄,Ci,S̄ ,Ci,S) will have no
invariant zeros, for any choice of i and for any set S of 2f nodes. The tricky part is
that the weight matrix is structured, and we will somehow have to relate the invariant
zeros of the system to the zero/nonzero constraints in W. To accomplish this, we will
use techniques from a branch of control theory pertaining to linear structured systems
[66, 18]. See Appendix C for an overview of some of the main concepts from structured
system theory.

Application to Secure Information Dissemination

To apply structured system theory to the problem of determining the number of invariant
zeros of the set (WS̄ ,WS,S̄,Ci,S̄ ,Ci,S), we note that all matrices in this set are essentially
structured matrices, with the exception that the nonzero entries in Ci,S̄ and Ci,S are
taken to be 1 rather than free parameters. However, this is easily remedied by defining the
matrix Λi = diag

(
λi,1, λi,2, · · · , λi,degi +1

)
, where the λi,j ’s are a set of free (independent)

parameters. Now consider the matrix
[
C̄i,S̄ C̄i,S

]
= Λi

[
Ci,S̄ Ci,S

]
. The nonzero

entries in the matrices C̄i,S̄ and C̄i,S are thus independent free parameters (at most
one per row in each matrix), and these matrices therefore qualify as valid structured
matrices. Now consider the matrix pencil

P̄(z) =

[
WS̄ − zIn−2f WS,S̄

C̄i,S̄ C̄i,S

]

=

[
In−2f 0
0 Λi

] [
WS̄ − zIn−2f WS,S̄

Ci,S̄ Ci,S

]

.

If the matrix Λi is invertible, the matrix pencil for the set (WS̄ ,WS,S̄, C̄i,S̄ , C̄i,S) will
have the same rank as the matrix pencil for the set (WS̄ ,WS,S̄,Ci,S̄ ,Ci,S) for all z ∈ C.
Thus, for the purposes of analyzing the number of invariant zeros of the system, we can
assume without loss of generality that the nonzero entries in Ci,S and Ci,S̄ are all ones
(i.e., we can take Λi to be the identity matrix).
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Let us start by defining the graph H associated with the set (WS̄ ,WS,S̄,Ci,S̄ ,Ci,S).
For this set of matrices, note that the state vertices in the graph H are given by the
set S̄, and the input vertices are given by the set S; thus the graph has n − 2f state
vertices and 2f input vertices. In particular, H can be obtained by first taking the graph
of the network G, and removing all incoming edges to nodes in S (since the nodes in S
are treated as inputs in the above set of matrices). To this graph, add degi +1 output
vertices (denoted by the set Yi), and place a single edge from the set xi ∪Ni to vertices
in Yi, corresponding to the single nonzero entry in each row of the matrices Ci,S̄ and
Ci,S . Furthermore, add a set of self loops to every state vertex to correspond to the
nonzero entries on the diagonal of the weight matrix WS̄ .

We can now use the above results on structured systems to prove the following lemma for
the linear iteration in (7.4). We will then use this lemma, in conjunction with Lemma 7.3
and Theorem 7.4, to show that all nodes will be able to uniquely determine the vector
x[0] after running the linear iteration for at most n time-steps (with up to f malicious
nodes).

Lemma 7.4. Let the graph of the network G have connectivity κ. Let xi be any node in
the network, and let S be any set of 2f nodes. If κ ≥ 2f +1, then for almost any choice
of weights, the set (WS̄ ,WS,S̄,Ci,S̄ ,Ci,S) will have no invariant zeros.

Proof. We will show that the matrix pencil

[
WS̄ − zIn−2f WS,S̄

Ci,S̄ Ci,S

]

has full normal-rank (equal to n) even after the deletion of an arbitrary row. We will
then use Theorem C.6 to prove the lemma.

Suppose we remove one of the rows of P(z) corresponding to a vertex v ∈ S̄ (i.e., one
of the top n − 2f rows of P(z)), and denote the resulting matrix by P̄(z). Note that
removing this row is equivalent to removing all incoming edges to vertex v in H; however,
all outgoing edges from v are still left in the graph (since the column corresponding to
vertex v is left in matrix P̄(z)). Thus, if we denote the resulting graph (after removing
the incoming edges to v in H) by H̄, we see that vertex v can be treated as an input
vertex in H̄. Since the set S ∪ v has size 2f + 1, and since the graph G of the network
has connectivity κ ≥ 2f +1, Theorem B.2 says that there will be a linking of size 2f +1
from the set S ∪ v to the set xi ∪ Ni in G, and hence in H̄ (since such a linking would
not use any incoming edges to vertex v). From Theorem C.2, the matrix pencil P(z)
will thus have rank equal to (n− 2f − 1)+ 2f +1 = n for almost any choice of W, even
after the deletion of the row of corresponding to any vertex v ∈ S̄.

Now, instead of removing one of the first n − 2f rows, suppose we remove one of the
rows of P(z) corresponding to one of the output vertices in Yi (i.e., one of the bottom
degi+1 rows of P(z)). Since degi+1 ≥ κ + 1 ≥ 2f + 2, removing one of the output
vertices leaves at least 2f + 1 output vertices in the graph H. Choose any 2f of the
nodes in xi ∪Ni such that none of the chosen nodes have an edge to the removed output
vertex in H (this is possible since each output vertex only connects to a single vertex in
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xi ∪ Ni). Denote these 2f nodes by Xi. Once again, since the graph is at least 2f + 1
connected, there exists a linking of size 2f from S to Xi, and therefore to the remaining
output vertices in the graph H. From Theorem C.2, the matrix pencil will have rank
equal to (n− 2f) + 2f = n for almost any choice of W, even after the deletion of one of
the bottom degi+1 rows of P(z)).

The above arguments show that P(z) will generically have full column rank after the
deletion of an arbitrary row. From Theorem C.6, the number of invariant zeros of P(z)
is equal to n− 2f minus the maximal number of vertices in S̄ contained in the disjoint
union of a size 2f linking from S to Yi, a cycle family in S̄, and a Yi-topped path family.
If we simply take all the self-loops in H (corresponding to the nonzero weights on the
diagonal of the weight matrix WS̄), we will have a set of disjoint cycles that covers all
n − 2f vertices in S̄. Thus, the matrix pencil P(z) will generically have no invariant
zeros, thereby proving the lemma.

With the above lemma in hand, one can now prove the following result.

Theorem 7.5. Let f denote the maximum number of malicious
nodes that are to be tolerated in a given network G, and let κ denote
the connectivity of the network. If κ ≥ 2f + 1, then for almost any
choice of weight matrix, every node in the network can calculate any
function of the initial values after running the linear iteration for
at most n time-steps, even when there are up to f malicious nodes
that update their values arbitrarily (and possibly in a coordinated
manner) at each time-step.

Proof. From Lemmas 7.3 and 7.4, we see that for almost any choice of weight matrix
W (satisfying the required sparsity constraints), the set (W,BS ,Ci,0) will have no
invariant zeros, for any xi and any set S of 2f nodes. Furthermore, since the set of
weights for which this property does not hold lies on an algebraic variety (i.e., it holds
for almost any choice of weights), it will hold generically (and therefore simultaneously)
for all xi and for all possible sets S of 2f nodes. Thus, Theorem 7.4 is satisfied for all xi,
and every node can calculate any arbitrary function of the initial values after running
the linear iteration for at most n time-steps, despite the actions of up to f malicious
nodes.

Remark 7.1. The above results were derived in [83, 84, 85]. Extensions of these results
to the case where some nodes are faulty but not malicious (i.e., nodes that do not inject
the worst-case inputs into the system), and where the objective is to reach consensus in
the network, were performed in [62], using ideas similar to the fault-diagnosis schemes
covered in Chapter 4.
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